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Chapter 27: Inferences for Regression 
And so, there is one more thing which might vary—one more thing about which we might 

want to make some inference: the slope of the least squares regression line. 

The Population and the Samples 
If we had all of the data for an entire population, then we could construct the One True 

Regression Line—a model for the “backbone” of the data (the “middle” of the data—remember 

that the model predicts the average value of the response variable for a given value of the 

explanatory variable.). Alas, we won’t (ever) have an entire population, so a sample will have to 

do. 

The One True Line 
…but when we use a sample of data, the least squares regression model that we construct will 

only be one of many(!) possible models, since every sample would result in slightly different 

data and slightly different least squares models. Of course, that means that the regression lines 

that we’ve been constructing are like statistics for some yet-unseen parameter. 

What does that parameter look like? Well…there are actually two parameters (since a 

parameter is a single number, not an equation): the slope and the y-intercept. 

The Mean Version 
One way to write the One True Regression Line is: 

Equation 1 - The One True Line 

0 1y xµ β β= +  

Note that the parameters are just subscripted versions of one letter. That’s how real 

statisticians do it—there is a slightly different version for those who are just beginning their 

studies: 
Equation 2 - The One True Line (again) 

y xµ α β= +  

In both cases, focus less on the letter used and more on its function—is it a slope, or is it a y-

intercept? Also, note that what the line produces is a mean—this is why we keep saying that the 

model predicts some average value. 

The Observation Version 
There is (of course) another way: 

Equation 3 - The One True Line (yet again) 

0 1y xβ β ε= + +  

(and the Junior Version for those who are just starting their explorations…) 
Equation 4 - The One True Line (one last time) 

y xα β ε= + +  

In this version, note that what is produced is the actual value of the response variable. The 

Greek letter ε stands for error. 
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This version is really nice, as it shows the relationship between the actual, measured variables 

broken into two parts: the explained part ( xα β+ ) and the unexplained part (ε). 

The Error is the Key! 
The distribution of that unexplained part—of the error—is the key to inference. 

If our model has done the best job possible, then the distribution of error ought to be random 

(if it wasn’t random—if there was a pattern to the error—then we could predict that error and 

obtain a better model). 

Furthermore, a really good model ought to produce errors that are generally small—there 

should be many more small errors than there are large errors. Additionally, those errors ought to 

be symmetric about zero (just as many positive errors as negative errors). 

 
Figure 1 - Scatterplot with a Good Linear Fit 

 
Figure 2 - A Good Distribution of Error Terms 
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Finally, the errors should not be correlated with the explanatory variable—if you take a thin 

slice of the scatterplot near one value of the explanatory variable, then the distribution of errors 

for points inside that slice should be the same no matter which slice you take! 

 
Figure 3 - Visualizing Slices 

 
Figure 4 – Checking All Slices at Once (no pattern) 

Those of you that are quick or deep thinkers may have noticed a discrepancy there. When I 

talk about vertical slices, shouldn’t that last graph have “carapace length” as the horizontal 

variable? Sure—but since predicted carapace width is a linear transformation of carapace width, 

this graph is equivalent. Statisticians use this version because they often have more than one 

explanatory variable. Trust me—this graph does what we need it to do. 
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Conditions for Inference 

Linearity 
The variables must exhibit some type of linear relationship. Why would you conduct 

inference for the slope if there wasn’t a slope to be found? 

Independence 
The observations must be independent of one another. In other forms of inference, a random 

sample of observations did the same thing for us. A random sample is really not desired here—in 

quite a few applications of this inference, the values of the explanatory variable are determined 

before, so the observations can’t be random! 

Equal Variance 
For any single value of the explanatory variable, the variance in the errors must be the same. 

No matter where you make a vertical slice in the scatterplot, the amount of variation in the error 

must be the same. 

Normal Distribution 
For any single value of the explanatory variable, the distribution of error must be 

approximately normal. No matter where you make a vertical slice in the scatterplot, the 

distribution of error must be approximately normal. 

Checking the Conditions 
We can check the linearity condition with a scatterplot of the data. 

For independence, a random sample will do just fine (despite my earlier comments). If you’re 

not told that the sample was obtained randomly, then you’ll have to assume that the observations 

are independent of one another. Don’t assume that the sample was obtained randomly! 

For the equal variance condition, check a residual plot. The plot should not show the 

“triangle” pattern that I discussed back in Chapter 08. 

For the normal distribution, look at a histogram of the residuals. Remember that you probably 

won’t see something that is instantly recognizable as normal! What we’re really after is any 

evidence that the residuals couldn’t possibly be normally distributed. 

Example 
(Actually, Example [9] from Chapter 08 does exactly this…but I’ll make a new one just for 

you. You’re welcome.) 

[1.]A study in Western Australia measured the carapace length and carapace width (both 

measured in millimeters) for 200 crabs. A random sample of the collected data are shown in 

table 1. 

Let’s check to see that we may safely conduct inference on these data.  
Table 1 - Crab Data for Example 1 

Crab 1 2 3 4 5 6 7 8 9 10 

Length 47.6 47.2 37.8 26.1 33.9 29.0 37.9 33.8 26.6 37.6 

Width 52.8 52.1 41.9 31.6 39.5 32.1 42.2 39.0 29.6 43.9 
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First, let’s graph the data. 

 
Figure 5 - Scatterplot for Example 1 

The scatterplot appears linear, so that’s good. 

I’m told that these data are a random sample of the collected data—I think that ought to 

handle the independence issue. 

Let’s check for constant variation in the error terms with a residual plot. 

 
Figure 6 - Residual Plot for Example 1 

I don’t see the triangle shape, so it appears that the variation about the line is constant—that’s 

good. Now for a histogram of the residuals. 
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Figure 7 - Histogram of Residuals for Example 1 

There is no evidence of skew here, so it’s reasonable to think that these residuals come from a 

normally distributed population. 

Everything checks out—we should be OK to conduct inference on these data! 

Another Sampling Distribution 
Every time we take a sample, we get a new sample slope (b). Since this statistic varies, it has 

a distribution with some mean ( bµ ) and some standard deviation ( bσ ). Of course, we’ll never 

know the value of those parameters—but that hasn’t stopped us yet! 

If you’ve been paying attention, then you should at least suspect that our conditions will cause 

the statistic to be unbiased—thus, the mean of all possible values of b should be the parameter 

that we’re trying to estimate—β! Furthermore, you should be able to guess that we’ll never know 

the value of bσ —instead, we’ll estimate it’s value, and give this estimate the symbol bSE . 

There is a formula for that…but you’ll probably never need to use it. Instead, you must either 

[a] coax your calculator into giving you this value, or [b] you must learn how to read generic 

computer output to obtain this value. I’ll demonstrate both of those later in these notes. 

So—if the conditions are met, then the following statistic must have a t-distribution with 

2n−  degrees of freedom. 
Equation 5 - The T-Statistic for Regression Slope 

b

b
t

SE

β−
=  

Note that the degrees of freedom have changed! This is because there are two parameters that 

the model is forced to estimate. For those of you who’d like an explanation that is more 

satisfying, but less true…this requires that there are at least three points before you start 

inference (because just two points would always make a perfect line!). 
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A Test of Significance 

Hypotheses 
For us, the null will always be that the population slope is zero. 

Equation 6 - Our Null Hypothesis 

0 : 0H β =  

Note that this is the equivalent of saying that there is no useful, predictive linear relationship 

between the variables. In fact, the test that we’ll conduct is algebraically equivalent to a test 

about the correlation coefficient being zero! 

The alternate hypothesis has its usual three possibilities. 

Mechanics 
Because of our null hypothesis, our mechanics can be written in a slightly shorter version: 

Equation 7 - The T-Statistic, Simplified 

b

b
t

SE
=  

The degrees of freedom are the same. The p-value is calculated in the usual way. 

Conclusion 
…and the conclusion is the same as it’s been since the beginning. 

Example 
[2.] In the 1980s, researchers took various body measurements from over 500 women of Pima 

Indian heritage. Two of the measured variables were triceps skin fold thickness (measured in 

millimeters) and body mass index (
2

kg

m
). The data from a random sample of these measurements 

is shown below in table 2. 

Do these data provide evidence of a positive association between body mass index and triceps 

skin fold thickness? 
Table 2 - Pima Indian Measurements 

Woman 1 2 3 4 5 6 7 8 9 10 

BMI 35.9 22.9 37.6 32.4 33.7 43.3 18.2 32.8 24.2 28.4 

TSFT 28 13 34 32 39 37 19 31 20 23 

 

I’ll let β be the slope of the least squares regression line for the population. 

0 : 0H β =  versus : 0aH β >  

This calls for a t-test for slope. This requires evidence of a linear relationship between the 

variables, independent observations, and triceps skin fold thickness must vary normally about the 

least squares regression line with constant variation. 

Here’s a scatterplot of the data. 
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Figure 8 - Scatterplot for Example 2 

Looks linear! I’ll assume that the random sample causes the observations to be independent. 

Here’s a residual plot for the least squares model: 

 
Figure 9 - Residual Plot for Example 2 

I don’t see any pattern that would suggest non-constant variation. Finally, a histogram of the 

residuals: 
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Figure 10 - Residual Histogram for Example 2 

There is no clear skew, so normal variation appears to be satisfied. 

All requirements appear to be met, so I’ll conduct the test with 0.05α = . 

0.9632
4.606

0.2091b

b
t

SE
= = = , with 8 degrees of freedom. 

Let me pause to explain where I got bSE . 

Your calculator will conduct this t-test. It will report (and store) the values of t and b. Given 

those, what could you do (algebraically) to find bSE ? 

Don’t write that down where a grader can see it! That is not a correct formula. It is a hack to 

coerce your calculator into giving you some pertinent information. 

OK—back to the problem. 

With 8 degrees of freedom, ( ) ( )0.9632 4.606 0.00087P b P t> = > ≈ . 

If the slope of the population least squares regression line is zero, then I can expect to find a 

sample of data with a sample slope of 0.9632 (the units are nasty—
2

2

mm mm×m
=

kg kg

m

) or greater in 

about 0.087% of samples. 

Since 0.00087 < 0.05,  this occurs too rarely to attribute to chance at the 5% significance 

level, This is significant, and I reject the null hypothesis. 

The data provide evidence of a positive association between body mass index and triceps skin 

fold thickness. 

 

A Confidence Interval 
This will basically be the same as every other confidence interval that we’ve constructed! 
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Mechanics 
Statistic, plus or minus, some critical value times some measure of variation: 

Equation 8 - A Confidence Interval for the Regression Slope 
*

bb t SE±  

The degrees of freedom are the same. 

Conclusion 
…and the conclusion is the same, also! 

(I am 95% confident…) 

Example 
[3.] Let’s use the crab data from example [1], and construct a 95% confidence interval for the 

population regression slope (when predicting width from length). 

We’ve already checked the requirements back in example [1], so there’s no need to repeat that 

work. 

With 8 degrees of freedom, * 2.306t ≈ . The interval is 

( )* 1.04885 2.306 0.04756 0.9392,1.1585bb t SE± = ± ⋅ = . 

I am 95% confident that the population slope when predicting crab width from crab length is 

between 0.9392 and 1.1585 (the units would be a little weird—
mm

mm
). 

Those of you with older calculators don’t have this particular procedure pre-programmed. 

You do have the test, though! Run the test in order to get bSE , then manually work out the lower 

and upper limits of the interval. 

Two More Things… 

Reading Computer Output 
On the AP Exam, you will be required to read generic computer output from a least squares 

regression. I have some handouts for that. 

Note that there are two lines of particular importance…and the placement/formatting of these 

two lines is nearly identical in every program. You should be able to find the equation of the 

least squares regression line, bSE , the t-statistic for a hypothesis test, the two-sided p-value of 

such test, the degrees of freedom for the test, the correlation coefficient (or coefficient of 

determination), and the standard deviation of the error terms. 

Note that the p-value is for the two-sided test! Given that, you should be able to find the p-

value for a one-sided test. 

Examples 
[4.] A statistician measured the sepal length and petal length (in centimeters) for a number of 

irises, and wants to construct a least squares regression model to product sepal length from petal 

length. Use the computer output given below to write the equation of the least squares regression 

line. 
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Coefficients: Estimate Std. Error t value Pr(>|t|)  

(Intercept) 4.30660 0.07839 54.94 <2e-16 

Petal.Length 0.40892 0.01889 21.65 <2e-16 

 
Residual standard error: 0.4071 on 148 degrees of freedom 

Multiple R-squared: 0.76, Adjusted R-squared: 0.7583  

F-statistic: 468.6 on 1 and 148 DF, p-value: < 2.2e-16 

 

The regression equation is ɵ 4.3066 0.40892y x= + , where x is the petal length (cm) and ɵy  is 

the sepal length (cm). 

 

[5.] Using the same data and output from example [4], and assuming that the conditions for 

inference have been met, test 0 : 0H β =  versus : 0aH β >  at the 1% significance level. 

 

Since the hypotheses are given, and I’ve been told to assume that the conditions are met, I can 

skip straight to the mechanics. 

0.40892
21.65

0.01889b

b
t

SE
= = =  

With 148 degrees of freedom, ( ) ( )0.40892 21.65 0P b P t> = > = . 

If there is no association between sepal length and petal length ( 0β = ), then I can expect to 

find a sample where 0.40892b >  in almost no samples. 

Since 0 < 0.05, this occurs to rarely to attribute to chance at the 1% significance level. This is 

significant, and I reject the null hypothesis. 

The data do provide evidence of a positive association between sepal length and petal length 

(that 0β > ). 

Two Kinds of Variation 
Some of you are now scratching your heads from that last section. “Standard deviation of the 

error terms?” 

You’re correct—I haven’t mentioned that yet. I’m going to do that now. 

We’ve already met bSE , which measures how the slopes vary around the One True Slope. 

Remember that in general, standard deviation (and standard error) can be thought of as a 

“typical” distance between the mean and a datum. In the case of slope, it’s the typical difference 

between a sample slope (b) and the One True Slope (β). 

This other standard deviation is for the error terms—the residuals. This standard deviation 

measures how the response variable varies about the least squares regression line. It can be 

thought of as the typical vertical distance between a datum (a value of the response variable—y) 

and the least squares regression line (the predicted value of the response variable— ɵy ). 

The standard deviation of the error terms is most often labeled s in computer output, but some 

other designations include standard error, estimate of sigma, and residual standard error. 
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Examples 
[6.] Looking back at the iris data in example [4]…identify and interpret the standard error of 

the slope. 

 

First of all, note that this is asking about bSE , which is 0.01889 in this data set. 

This means that we can expect the typical sample slope (sepal width divided by petal length) 

to be about 0.01889 (
cm

cm
) above or below the population slope (β). 

 

[7.] While we’re at it…from example [4], identify and interpret the standard deviation of the 

residuals. 

 

In this particular output, that item is “residual standard error.” It’s 0.4071. 

This means that we can expect the typical sepal length to be 0.4071 cm above or below the 

predicted sepal length for an petal length—we expect an error of 0.4071 cm when predicting a 

sepal length from a petal length. 


