
HOLLOMAN’S AP STATISTICS BVD CHAPTER 08, PAGE 1 OF 11 

 

Chapter 08: Linear Regression 
There are lots of ways to model the relationships between variables. It is important that you 

not think that what we do is the way. There are many paths to the summit… 

We are concerned with linear relationships; the simplest type of function that we can use. So, 

we’ll be trying to fit a line to the data. As we’ve seen, it’s quite rare that all the data actually fall 

on a line. There’s going to be some error in any model that we construct—not all of the points 

are going to actually fall on the line; rather, they will fall near the line. Naturally, our goal will 

be to construct a model with a minimum amount of error. As it turns out, there are many ways to 

do this…but there is only one method that we’ll be discussing. In fact, the method that we’ll use 

is so popular that some people refer to it as “The line of best fit.” I take some exception to that 

definite article. 

Is a Linear Model Appropriate? 
Naturally, you should not just blindly launch into finding a linear model for data. There are a 

few things that you can (and should!) do before you attempt to establish a model for your data. 

First (and most obvious)—graph the data! Does the relationship even appear vaguely linear? 

Next, calculate the correlation coefficient (we learned about that in Chapter 7). If r  is far 
from zero, this lends support to your observation that the data have a linear relationship. 

Finally, calculate the coefficient of determination— 2r . This measures the proportion of 

variation in the response variable that can be attributed to a linear relationship with the 

explanatory variable. 

OK—maybe that needs a little more explanation. 

The response variable—all by itself—varies.  Specifically, it varies about its mean value. 

Here’s a visual of that (remember that I’m looking at variation in the response variable—the 

variable that is always plotted on the vertical axis): 

 
Figure 1 - Variation in the Response Variable 

Make a mental note of the amount of variation around that line! That’s a range of almost 140. 

Now let’s look at these data plotted against another variable. 
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Figure 2 - Variation about the Linear Model 

Remember that we measure variation around some center—in this case, around an oblique 

line. Is the variation around this oblique line larger or smaller than the amount of variation 

around the horizontal line? Much smaller, of course! In fact, the amount of reduction in variation 

is precisely the value of 2r . 

When 2r  is close to 1, a linear relationship can explain most of the variation. This is a good 

thing if you are trying to find a linear model of the data! 

The Method of Least Squares 
The Method of Least Squares defines “best fit” using something called residuals. A residual 

is the difference between the observed response ( y ) and the predicted response ( ŷ ).  

 
Figure 3 - Residuals, Illustrated 

(Notice that the residual can be thought of as the observed value minus the expected value—

this is a common theme in statistics!) 

You can think of a residual as the error for a single observation. A model that fits perfectly 

would have no error—all of the residuals would be zero. Naturally, this never happens! Thus, 
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we’ll be wanting a model that makes these errors (the residuals) as small as possible. 

Mathematically, that would mean making the sum of the residuals as small as possible. 

Actually, that is not quite correct. What I meant to say is that the sum of the residuals should 

be as close to zero as possible. This is an important distinction, since some residuals will be 

negative (when the prediction is larger than the observation). In particular, since some residuals 

will be negative, just summing the residuals won’t work—in fact, you’ll always get a sum of 

zero (which ought to mean “perfect fit”). Fortunately, we’ve run into this before, and we know 

exactly what to do: sum the squares of the residuals. 

Thus, the method of least squares creates a model where the sum of the squares of the 

residuals is as close to zero as possible. Happily, you don’t need to know the algebra (and 

calculus) that makes this work—you just need the result. 

The Formulas 
As you recall from algebra, we need two pieces of information in order to write the equation 

of a line: a point (often the y-intercept…but it doesn’t have to be!) and the slope. I’ll go ahead 

and tell you that one point that will be on this line is ( ),x y . Hopefully it makes perfect sense 

that the mean value of the explanatory variable should predict the mean value of the response 

variable! 

As for the slope…remember that slope is rise over run. A better way to say this is that it’s 

change in y over change in x. One thing that we’ve learned this year is that another word for 

change would be variation…so it isn’t a big leap to see that the slope of the least squares 

regression line involves the variation in y divided by the variation in x. 
Equation 1 - Slope of the Least Squares Model 

y

x

s
b r

s
=  

Notice that the correlation coefficient modifies that slope…this forces the slope to be closer to 

zero when there is little or no strength to the relationship between the variables. Your textbook 

does a nice job of showing you exactly how these formulas arise…but you are not required to 

know how to do that; I’d rather you just have the idea instead. 

Once you have the slope, you can write the equation of the least squares regression line (using 

the point-slope form)! 
Equation 2 - The Least Squares Regression Equation 

ɵ ( )y

x

s
y y r x x

s
− = −  

Most teachers want you to solve that for ɵy . Hopefully that isn’t hard. 

Now, some good news: it will be highly unusual for you to need to use these formulas! It is 

much more likely that you will have a set of raw data…in which case you should use the built in 

features of your calculator. Don’t waste time doing things by hand if your technology will do 

them for you! 
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Examples 

[1.] When cars were still a fairly new  idea, someone measured the stopping distance (feet) for 

cars travelling at various rates of speed (miles per hour). The speeds of the cars had a mean of 

15.4 mph and a standard deviation of 5.2876 mph. The stopping distances had a mean of 42.98 

feet and a standard deviation of 25.7694 feet. The correlation between the variables was 0.8069. 

Find the equation of the least squares regression line that predicts stopping distance from 

speed. 

 

First of all—since we want to predict stopping distance, that will be the y variable, and speed 

will be the x variable. 

The slope of the line will be ( )
25.7694

0.8069 3.9325
5.2876

≈ , so the equation is 

ɵ ( ) ɵ ɵ42.98 3.9325 15.4 3.9325 60.56 42.98 3.9325 17.58y x y x y x− = − ⇒ = − + ⇒ = − . 

(by the way—a graph of the data appeared fairly linear, so constructing the least squares 

regression model was appropriate) 

 

[2.] Concerning the previous example—what percentage of the variation in stopping distance 

can be explained by a linear relationship with speed? 

 

That would be ( )
22 0.8069 0.6511r = ≈ …so 65.11% of the variation in stopping distance can 

be explained by the speed. 

 

[3.] Pottery in Great Britain was analyzed using atomic absorption spectrophotometry. In 

particular, the percentage of aluminum oxide (Al) and the percentage of calcium oxide (Ca) were 

measured for 26 pieces of pottery. The data are shown in tables 1 and 2 below. 

Find the least squares regression model that predicts aluminum oxide percentage from 

calcium oxide percentage. 
Table 1 - Pottery Data, Part 1 

 1 2 3 4 5 6 7 8 9 10 11 12 13 

Al 14.4 13.8 14.6 11.5 13.8 10.9 10.1 11.6 11.1 13.4 12.4 13.1 12.7 

Ca 12.5 11.8 11.6 18.3 15.8 18.0 18.0 20.8 17.7 18.3 16.7 14.8 19.1 

 
Table 2 - Pottery Data, Part 2 

 14 15 16 17 18 19 20 21 22 23 24 25 26 

Al 0.15 0.12 0.13 0.16 0.20 0.17 0.20 0.18 0.29 0.28 0.22 0.31 0.20 

Ca 0.22 0.30 0.29 0.03 0.01 0.01 0.01 0.07 0.06 0.06 0.01 0.03 0.10 

 

First of all, we should graph the data to see whether linear regression is even appropriate. 

Since we are predicting aluminum oxide percentage, that should be graphed on the vertical axis. 
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Figure 4 - Plot for Example 3 

Since the plot appears fairly linear, constructing a least squares model should be OK. There’s 

no need to go through the formulas—just let your calculator do the work! 

I get ɵ 22.572 17.8y x= − + . 

Interpreting the Coefficients 
We will, naturally, need to interpret these values. Happily, you should have been doing this 

ever since you took Algebra 1—so interpreting these coefficients shouldn’t be brand-new or 

scary. There are, however, a few differences that need to be addressed. 

In Algebra, you (probably) interpreted slope as the amount of change in y for a one-unit 

change in x. That’s the right idea, but not acceptable for us. In Algebra, the relationships are 

definite—there’s no error or variation. Here, there is some variation—the least squares line 

doesn’t actually touch the data points; rather, it produces the mean response for a particular 

observation. Thus, when we interpret the slope, we need a few “wiggle-words” to make it clear 

to the reader that we know the line doesn’t touch the data points. Hence, it is better to say that the 

slope is the average amount of change in y that is predicted by the model for a one unit change in 

x. 

We must adjust the interpretation of the y-intercept as well. In Algebra, you said that it was 

the y-value when x was zero. Now, we should say that it is the average predicted y-value for an x 

value of zero. 

Examples 

[4.] From the speed and stopping distance example above—interpret the coefficients of the 

least squares equation in the context of the situation. 

 

The slope of 3.93 means that the model predicts an average increase of 3.93 feet of stopping 

distance for each additional mile per hour of speed. 

The y-intercept of -17.58 means that the model predicts an average stopping distance of -

17.58 feet for a car moving at 0 miles per hour. 
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(Don’t worry that the value is unreasonable—it would be an example of extrapolation 

anyway!) 

 

[5.] From the pottery example above— interpret the coefficients of the least squares equation 

in the context of the situation. 

 

The slope of -22.572 means that the model predicts an average decrease of 22.572% of 

aluminum oxide content for each additional percentage of calcium oxide content. 

The y-intercept of 17.8 means that the model predicts an average aluminum oxide percentage 

of 17.8% when the calcium oxide content is 0%. 

Making Predictions 
Using the least squares model to make predictions couldn’t be any simpler—just substitute! 

Be careful—this model can only be used to predict y based on x. Back in Algebra, you spent 

quite a bit of time substituting y into equations and then solving for x. Since this is not an 

algebraic equation—since there is variation in the y-variable—our equation is not that versatile. 

Our equation reduces the total squared variation in the residuals, which are measured vertically. 

To get an equation that predicts x, we’d need to consider horizontal variation. Since we didn’t 

(and won’t!) do that, you must always substitute for x. 

You calculator stores the regression equation for you—use it! The specifics on how to do so 

are sufficiently varied (based on calculator model and operating system) that I won’t try to give 

instructions here. I will remind you that you must show some work on your paper, even though 

the calculator is doing the grunt work for you. 

 

Examples 

[6.] From the speed and stopping distance above—predict the stopping distance of a car 

travelling at 15 mph. 

 

The model predicts ɵ ( )3.9325 15 17.58 41.4075y = − ≈  feet of stopping distance for a car 

travelling at 15 mph. 

 

 

[7.] From the pottery example above—predict the aluminum oxide content for a sample with a 

calcium oxide content of 0.25%. 

 

The model predicts ɵ ( )22.572 0.25 17.8 12.157y = − + ≈ % aluminum oxide content when the 

calcium oxide content is 0.25%. 

 

 

[8.] A study in Western Australia measured the carapace length and carapace width (both 

measured in millimeters) for 200 crabs. A random sample of the collected data are shown in 

table 3. 
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Predict the carapace width for a crab that has a carapace length of 42mm. 
Table 3 - Crab Data 

Crab 1 2 3 4 5 6 7 8 9 10 

Length 47.6 47.2 37.8 26.1 33.9 29.0 37.9 33.8 26.6 37.6 

Width 52.8 52.1 41.9 31.6 39.5 32.1 42.2 39.0 29.6 43.9 

 

First, let’s graph the data. Since we’re predicting width, that needs to be on the vertical axis. 

 
Figure 5 - Plot for Example 8 

The data appear linear, so a least squares model should be appropriate. 

The model is ɵ 1.04885 2.9736y x= + . When the length is 42mm, the model predicts a width of 

ɵ ( )1.04885 42 2.9736 47.0253y = + ≈  millimeters. 

Evaluating the Model 
Not all models are created equal. Even a single model might be good at making some 

predictions and bad at making other predictions. Thus, we need to evaluate the model that the 

least squares method produces. There are several ways in which we might do this… 

Assessing Fit Visually 
First (and perhaps most obvious)—look at the graph of the model with the data. How well 

does the model follow the data? Are there any patterns—regions where the data all fall to one 

side of the line, or where the variation around the line swells? Take a look and describe what you 

see! 

Correlation and the Coefficient of Determination 
The correlation coefficient ( r ) can be used to support your (previous!) observation that the 

data appear to have a linear relationship.  
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Using The Residuals 

A Histogram… 

When the model does a good job of following the data, the line ought to run through the 

middle of the data points. That would cause the residuals to be equally distributed around zero. 

Also, a good model would lie amongst the data so that more points are close to the line than are 

far from the line. That would cause more residuals to have values close to zero (rather than far 

from zero). Both of these ideas suggest that a graph of the residuals ought to appear symmetric 

and mound-shaped, centered at zero. Thus, one way to assess the model is to look at a graph of 

the residuals—perhaps a histogram? 

A Scatterplot… 

We expect the response variable to vary around the regression line—ideally, the amount of 

variation is the same everywhere along the regression line. One way to check this is to create a 

plot of the residuals against the predicted responses. This type of graph is called a residual plot. 

There are some people who create residual plots with the explanatory variable on the 

horizontal axis. For the kind of regression that we are doing, that is fine—it’s basically 

equivalent to the kind that I defined. The reason why I use my version is that it is the only 

version you’ll use if you continue with statistics and learn about multiple regression. 

If the model is doing a good job with the data, then a residual plot will have no pattern—the 

points will be scattered along the x-axis in a sort of “random cloud.”  

If there is a pattern in this plot, then there is some potential problem with the model. There are 

a few patterns that you should know (including what the patterns indicate): 

1. A curve (usually a parabola-like shape) indicates that there is some curvature in the 

data. Maybe a linear model isn’t the best choice. 

 
Figure 6 - A Curved Residual Plot 

2. An oblique line indicates that there is a linear relationship in the data, but there is one 

outlier that is pulling the regression line away from the rest of the data. This is 

sufficiently unusual that I don’t have an image to illustrate it. 

3. A triangle indicates that there is more variation amongst some predictions than other 

predictions (or, if you used the explanatory variable on the x-axis…there is more 
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variation on one end of the regression line than another end). This should be taken into 

account when making predictions. 

 
Figure 7 - Non-Constant Variation in a Residual Plot 

Example 
[9.] In the 1980s, researchers took various body measurements from over 500 women of Pima 

Indian heritage. Two of the measured variables were triceps skin fold thickness (measured in 

millimeters) and body mass index (
2

kg

m
). The data from a random sample of these measurements 

is shown below in table 4. 

Establish a model that could be used to predict skin fold thickness from body mass index. 

Use your model to predict the triceps skin fold thickness for a women with a BMI of 35
2

kg

m
. 

Table 4 - Pima Indian Measurements 

Woman 1 2 3 4 5 6 7 8 9 10 

BMI 35.9 22.9 37.6 32.4 33.7 43.3 18.2 32.8 24.2 28.4 

TSFT 28 13 34 32 39 37 19 31 20 23 

 

Since we’re predicting skin fold thickness, that should be on the y-axis…and we do want to 

graph the data before we do anything else. 
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Figure 8 - Scatterplot for Example 9 

The relationship appears linear, so a least squares model may be appropriate. 0.8522r = ,  

which indicates a moderately linear relationship. 
2 0.7262r = —72.6% of the variation in skin 

fold thickness can be explained by a linear relationship with BMI. Both of these indicate that a 

least squares regression model is appropriate. 

The least squares model is ɵ 0.9632 2.2016y x= − , where ɵy  is the predicted skin fold thickness 

and x is the observed BMI. 

Now for some model diagnostics—starting with the residual plot. 

 

 
Figure 9 - Residual Plot for Example 9 

The residual plot shows no clear pattern, which indicates that the least squares model is 

appropriate. 

Here’s a histogram of the residuals: 
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Figure 10 - Histogram of Residuals for Example 9 

The graph shows no clear sign of skew or outliers, which further indicates that a least squares 

regression model is appropriate. 

Since all of the signs are favorable, I’ll go ahead and use the model for the prediction. 

ɵ ( )0.9632 35 2.2016 31.5106y = − ≈  

The model predicts a skin fold thickness of 31.5106 mm for a woman of Pima Indian heritage 

with a BMI of 35
2

kg

m
. 
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